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Abstract
In this paper, we propose novel approaches that utilize the header manipulations of the P4 (Programming Protocol-Independent
Packet Processor) switches to aggregate small IoT packets into a large one, transmit it over a network, and then disaggregate it
back to the original small packets, all in the data plane of the hardware P4 switch to provide high throughputs. Packet aggregation
and disaggregation provide many important benefits and have been proposed and performed in the past. However, most existing
approaches perform packet aggregation and disaggregation in the control plane either by the switch CPU or by the server CPU,
resulting in low throughputs. Our work is the first work that designs and implements packet aggregation and disaggregation purely
in the pipelines of the switching ASIC. In this paper, we present the design and implementation of our approaches, their measured
throughputs, and the insights that we have obtained from this pioneering work.
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1. Introduction
In recent years, programmability of the data plane has become one of the most desirable SDN (Software Defined Networking) features, which allows the user to design how to process the packets in the pipelines of a hardware switch. This
task can be achieved by using the P4 (Programming ProtocolIndependent Packet Processor) technology [1–3]. P4 provides
a way to configure the packet processing pipelines to process
packets in the data plane. A P4 program describes how packet
headers are parsed and how their fields are processed by specifying the “match+action” tables. The primitive or user-defined
actions may modify the header fields of packets or the content
of the metadata registers in the pipelines according to the application needs. The parser extracts the header fields and the payload of an incoming packet following the parse graph defined in
the P4 program. P4 switch programmers can define their own
packet headers and their desired parse graphs that operate on
these user-defined headers.
In this paper, we propose innovative approaches that utilize
the header manipulations of the P4 switches to aggregate small
packets into larger ones and then disaggregate these larger packets back into their original small packets after they are transmitted over a network. Packet aggregation is an effective mechanism to deliver small packets in a network. Due to the fast
development of Internet of Things (IoT), it is forecast that in
the future a huge number of IoT devices will be deployed in
various environments for different IoT applications. According
to a forecast study [4], the global IoT market will grow from
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$157B in 2016 to $457B by 2020, attaining a Compound Annual Growth Rate (CAGR) of 28.5%. One IoT application example is the smart water/gas/electricity metering [5], in which a
huge number of smart meters periodically report their most recent usages back to the central office of these utility companies
for billing or energy-saving purposes.
In such an IoT application, a huge number of smart meters
(called the “IoT devices” in this paper) periodically send their
packets (called the “IoT packets” in this paper) to the companies so that the data carried in them can be intelligently processed, analyzed, and used. Because the usage data to be returned to the companies are short, most of these IoT packets are
also very short in size. Recently, for efficiently supporting such
IoT applications at low costs, two prominent LPWAN (LowPower WAN) technologies have been proposed, which are the
LoRa protocol [6] and the Sigfox [7] protocol, respectively. In
Sigfox, its uplink message can only have a 12-byte payload and
its downlink message can only have an 8-byte payload. For the
IoT devices that use LoRa or Sigfox to transmit their data, they
can only generate and transmit small IoT packets.
Relative to its total length, the packet headers of a small
IoT packet occupy a very large portion of the total packet. As a
result, when these small IoT packets are transmitted over a network, a very large percentage of network bandwidth is wasted
on transmitting these headers. Packet aggregation can reduce
such a percentage by sharing only one copy of the same packet
headers among multiple aggregated packets. The reduction of
packet header overhead made by packet aggregation can be very
significant when the payload size is small. For example, when
packet aggregation is not performed, under the maximum 12byte payload size usages in the uplink of Sigfox, the 42-byte
header overhead (which includes the 14-byte Ethernet header
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plus the 20-byte IP header plus the 8-byte UDP header) causes
a percentage of 42/(42+12) = 78% network bandwidth wastage.
In contrast, if 2, 4, or 8 such small IoT packets are aggregated
to share only one copy of these headers, the percentage can be
reduced to 64%, 47%, and 30%, respectively.
The ideas of packet aggregation and disaggregation have
been around for a long time. Many studies have investigated
the impact of aggregation on end-to-end delays and suggested
to aggregate only non-real-time packets. Although packet aggregation and disaggregation is an old idea, most existing approaches use a server CPU or a switch CPU to execute software programs to perform these operations in the control plane,
which results in low throughputs. By programming the dataplane pipelines of a hardware P4 switch, our work is the first
work that designs and implements packet aggregation and disaggregation purely in the pipelines of a switching ASIC. As
a result, our packet aggregation throughput achieves the 100
Gbps line rate of the used P4 switch, which is the highest packet
aggregation throughput reported so far.
In addition to the above contribution, our paper also makes
the following contributions. First, because P4 switches can only
manipulate packet headers and cannot manipulate the packet
payload as flexibly as when using a server CPU to execute software programs, our approaches take an innovative method to
treat the packet payload as multiple headers so that P4 switches
can aggregate and disaggregate packet payloads in its pipelines.
This unique methodology opens a window for other researchers
and network operators to manipulate packet payloads in P4 switches for other applications. Second, for packet disaggregation,
we propose two novel designs, which are based on the “resubmit and clone” mechanism and the multicast mechanism,
respectively. Although currently their maximum throughputs
cannot reach the 100 Gbps line rate of the used P4 switch yet,
their P4-based designs and implementations serve as valuable
references for other researchers to continue to improve their
functions and performances. Lastly, in addition to being used in
high-speed data center switches, nowadays P4 is already used
in free software switches and low-cost smart NICs. As a result,
our P4-based methods can be readily and widely used in the
edge switches, routers, or gateways of mobile edge computing
(MEC) to aggregate and disaggregate small IoT packets at low
costs.
The rest of the paper is organized as follows. Section 2
discusses and compares related work. Section 3 presents and
discusses the network architectures that are suited for packet
aggregation and disaggregation. In Section 4, we show the
packet formats used in our approaches. Section 5 provides a
brief background on P4 switch architecture to help the readers
understand our P4 code. Section 6 and 7 present the P4-based
design and implementation of our packet aggregation method
and our packet disaggregation methods, respectively. In Section 8, we report the maximum throughputs of our aggregation
method. Section 9 instead reports the maximum throughputs
of our two disaggregation methods. Section 10 presents the
maximum throughputs of a system that integrates both the aggregation method and one of the two disaggregation methods.
In Section 11, we compare the performances of our methods

with those of other schemes. Lastly, we conclude the paper in
Section 12.
2. Related Work
In the literature, the ideas of aggregating multiple smaller
packets into a larger one for various purposes have existed for
a long time [8–13]. Most of these works used mathematical analytics or simulations to study the performances and the delay
issues of the proposed schemes. Very few of them implemented
their proposed schemes on real machines. For these works, the
maximum achievable aggregation throughput of their proposed
schemes when running on a real machine was not the focus of
the authors. Even if some of them implemented their schemes
on a real machine, most of these works performed packet aggregations in the control plane by using the CPU on a server (e.g.,
[14]) or the CPU on a switch to execute software programs to
perform aggregation. Because software execution speeds are
much lower than those of hardware switching ASICs, the aggregation throughputs of CPU-based approaches cannot compete with those achievable on the switching ASICs.
The focus of our work differs greatly from the focuses of
these previous works. Our work focuses on the design and implementation of packet aggregation and disaggregation to achieve
very high throughputs. We propose P4-based design and implementation to aggregate and disaggregate packets purely in the
pipelines of the data plane. This paper shows that the maximum throughput of our packet aggregation method can achieve
the 100 Gbps line rate of the used P4 switch without incurring
any packet loss.
In our previous work [15], the designs of our P4-based packet aggregation method are very briefly presented. The main focuses and the most important contributions of that paper are
mathematical analyses of the properties of the generated stream
of aggregated packets. No designs and implementations of our
packet disaggregation methods were presented in that paper and
no maximum throughputs of our packet aggregation method
and packet disaggregation methods were reported in that paper.
Other authors have studied the scalability aspects of SDN.
For example, in [16], the SDN scalability problem was addressed with a smart routing and forwarding algorithm in a
wireless data center.
3. Network Architecture
Figure 1 illustrates a network architecture for IoT packet
aggregation and disaggregation. In this architecture, many IoT
devices (Figure 1 (1)) send their small IoT packets (the IoT msg,
in the rest of the paper we use IoT messages and IoT packets
interchangeably) to an IoT server (Figure 1 (4)) via a wide area
network (WAN). When N consecutive IoT packets arrive at the
first P4 switch (Figure 1 (2)), they are aggregated into a larger
packet, which is called an “N-packet” in this paper. After the
aggregation, the N-packet is sent over the WAN and will pass
through the second P4 switch (Figure 1 (3)) before reaching the
IoT server. The second P4 switch then disaggregates the Npacket into the original IoT packets and forwards them towards
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Recently, mobile edge computing (MEC) has become a popular network architecture for IoT applications [20]. In such an
architecture, an edge switch, router, or gateway can communicate with many IoT devices for fast interactions with them. In
MEC, the first P4 switch shown in Figure 1 can be such an edge
networking device. In addition to being used in high-speed data
center switches, the P4 technology has been used in free software switches such as the BMv2 software switch [21] and lowcost P4 Smart NICs [22]. Because the P4 code of our packet
aggregation and disaggregation methods can be readily used in
these P4 software switches and smart NICs, the edge switch,
router, or gateway in MEC can use these P4 software switches
or P4 smart NICs to readily use our P4-based methods to aggregate and disaggregate small IoT packets at a low lost.

Figure 1: The network architecture for IoT packet aggregation and disaggregation

4. Packet Formats
the IoT server. Because both the packet aggregation and disaggregation mechanisms are performed in the network, they are
transparent to the IoT devices and the IoT server.
The aggregated N-packets are valid IP packets and can traverse multiple switches and routers. Thus, the network between
the first P4 switch and the second P4 switch can be a WAN. The
first P4 switch need not connect directly to the IoT devices. If
the port bandwidth of the first P4 switch is very high, a hierarchical MEC network architecture and a tunnel protocol can be
used to direct a huge number of IoT small packets to the first P4
switch for aggregation. For illustration purposes, there is only
one IoT server shown in this figure. Actually, there can be many
IoT servers in this figure for balancing the load across multiple
servers for a specific IoT application or for supporting different
IoT applications.
In Figure 1, if the IoT devices and IoT server use a message
protocol so that the IoT server can disaggregate N-packets by
itself, the P4 switch that performs packet disaggregation need
not be used. Such a network architecture can reduce the costs
of using IoT cloud services. Nowadays, many data center companies provide IoT cloud services [17, 18] to IoT application
operators. The IoT devices of such an operator can send a huge
number of IoT packets to an IoT server running inside these
clouds for processing, analytics, and storage purposes. These
cloud service providers charge costs based on the transmitted
volume of these small IoT packets. To reduce the costs spent
on transmitting packet headers, these small IoT packets can first
be aggregated into larger N-packets, which then are sent to the
IoT server running in the cloud. The IoT server then disaggregates N-packets into small IoT packets for processing.
MQTT [19] is a popular protocol used by IoT devices to
send small MQTT-formatted IoT messages to a MQTT broker server, which can further publish received messages to subscribing MQTT clients. An MQTT broker server can disaggregate a received N-packet that has aggregated multiple smaller
MQTT messages and then process each of them without problems. In Figure 1, for those IoT applications where their IoT
servers support MQTT, their small IoT packets can be aggregated by the first P4 switch without the need to be disaggregated
by the second P4 switch.

Figure 2 shows the packet formats of an IoT message (abbreviated as “IoT msg” to save space) and an N-packet (abbreviated as “N-pkt” to save space) for N = 8 used in our approaches. For the illustration purpose, we assume here that an
IoT message is a UDP packet with a 16-byte payload. In our
design, the 16-byte payload is treated as a header called msg
(Figure 2 (a)). Between the UDP header and the payload is a
6-byte flag header (Figure 2 (b)), of which the “type” field is
used to indicate if the packet is an IoT message or an N-packet.

Figure 2: The packet formats of an IoT message and an N-packet (N = 8) ((a)
msg header, (b) flag header, (c) agg header)

Because the minimum length of an Ethernet frame is 64
bytes, the flag header has a 40-bit “padding” field. To meet this
requirement, we purposely make the length of the flag header
to be 6 bytes so that together with a 14-byte Ethernet header, a
20-byte IP header, an 8-byte UDP header, and a 16-byte msg,
the total length of an IoT message is 64 bytes.
In our current approaches, we aggregate the IoT messages
that have the same IP and UDP headers to form an N-packet
shown in Figure 2. For an N-packet, we consider the payloads
aggregated from the N consecutive IoT packets as a header
called agg (Figure 2 (c)). That is, the n-th header field msgn
is the payload of the n-th IoT message (in this example, 1 ≤
n ≤ N = 8).
The reason why our approaches treat the payload of a packet
as a header is because P4 switches can only manipulate the
headers parsed from a packet. Because the P4 switches need
to manipulate the packet payloads to aggregate or disaggregate
them, our approaches take an innovative way to view the packet
payloads as headers. For example, we treat the payload of an
3

IoT message as a type of header (msg) and treat the payload of
an N-packet as another type of header (agg).
5. P4 Switch Architecture
Because our packet aggregation and disaggregation methods are designed and implemented on hardware P4 switches,
before we present the detailed designs and implementations in
the following sections, we briefly explain the P4 switch architecture here.
Figure 3 illustrates the P4 abstract forwarding model. In
this model, a configuration file describes all components declared in the P4 program, including the parse graph (Figure 3
(1)), the table configuration (Figure 3 (2)) and an imperative
control program that defines the order of the tables to be applied in the processing flow (Figure 3 (3)). This configuration
file is loaded into the switch to specify the parser (Figure 3 (4)),
which is followed by the “match+action” tables in the ingress
and the egress pipelines (Figure 3 (5) and (6)). The ingress
pipeline generates an egress specification that determines the
set of ports (and the number of packet instances for each port)
to which the packet will be sent. Between these two pipelines,
there is a traffic manager (TM; see Figure 3 (7)) that performs
the queueing functions for the packets. At the TM, the packets
are queued to be sent to the egress pipeline, through which the
packet headers may be further modified. At the deparser (Figure 3 (8)), the headers and the payload are assembled back into
a well-formed packet.

Figure 4: Packet aggregation process (N = 8)

or the agg header. If the incoming packet is an IoT packet, it
is aggregated as explained in this section. If the packet is an
N-packet, then it is disaggregated as explained in Section 7 .
Otherwise, the packet is sent to the routing process (Figure 4
(4)) for normal routing.
6.1. Ingress Control Flow
Figure 4 (2) checks if the incoming packet is an IoT packet
(i.e., whether it has a valid msg header). If so, the aggregation
steps are executed by using a metadata called agg metadata,
which has a “cnt” field and a “saved” field. A metadata is a register that is passed sequentially through the tables in a pipeline
for information sharing among them. In the agg metadata, the
“cnt” field is a 3-bit integer ranging between 0 and 7. Its value
will be set when the packet passes the “getCounter” table (to
be presented below). The “saved” field in agg metadata indicates if the packet being processed has been stored into the
pool buffer (to be elaborated). The IoT packets are aggregated
with the following code, where the apply(TableName) statement specifies that the packet needs to pass through and be processed by the TableName table.

Figure 3: The P4 abstract forwarding model

Our packet aggregation and disaggregation methods involve
the parser, ingress pipeline, TM, egress pipeline, and deparser.
6. Packet Aggregation Algorithm
Figure 4 shows the process flow for aggregating eight IoT
packets into an N-packet for N = 8. When an IoT packet arrives, as shown in Figure 2 (a), the whole packet is parsed as
multiple headers without any payload. At Figure 4 (1), the
parser extracts the Ethernet, IP, UDP, flag, and msg headers.
When the flag header (Figure 2 (b)) is encountered, the
parser checks the value of the “type” field (Figure 4 (2)). Depending on the value, the parser extracts either the msg header
4

if(valid(msg)){
apply(getCounter);
apply(saveOrRetrieveMsg1);
apply(saveOrRetrieveMsg2);
apply(saveOrRetrieveMsg3);
apply(saveOrRetrieveMsg4);
apply(saveOrRetrieveMsg5);
apply(saveOrRetrieveMsg6);
apply(saveOrRetrieveMsg7);
apply(moveMsgToMsg8);
}

6.2. Routing, TM, Egress Pipeline and Deparser Control Flow
Figure 4 (3) checks if the incoming packet is a valid IP
packet and the agg metadata.saved is 0. If so, the packet being processed is not stored in the pool buffer and the normal
routing process should be executed (Figure 4 (4)). Then, the
packet should go through the TM, egress pipeline, and deparser.
Because the tasks that need to be performed at the TM, egress
pipeline, and deparser are standard procedures, which are not
specific to the handling of packet aggregation, we do not present
their detailed P4 implementations here.

With this code, a packet will sequentially pass through the
getCounter table, 7 saveOrRetrieveMsg tables (note that these
7 tables are different tables with similar functions), and the
moveMsgToMsg8 table. The action of the getCounter table
reads the current value of the register “c,” which counts the
number of IoT packets that have been collected for aggregation so far. The initial value for the register “c” is 0 and the
value will be increased by 1 before an IoT packet is aggregated
(Figure 4 (6)). Because for our N = 8 example this register only
needs 3 bits, after counting up to 7, it will overflow and restart
from 0.
When agg metadata.cnt is passed through these tables, it is
used as the only match field to match a specific entry in these
tables. In our approach, we pre-install proper flow rules into
these tables so that the agg metadata.cnt of a packet can only
be matched by a single entry in each table. Because we can
associate an entry with an action defined by us, we can apply
different actions to the packet when it passes through these tables. This is our novel aggregation design specific to the P4
“match+action” table architecture.
Our overall designs are explained as follows. When a packet
passes through the 7 saveOrRetrieveMsg(i) tables sequentially,
if its agg metadata.cnt value is i, then its payload (the msg
header) will be stored in the pool[i] buffer slot when it passes
the saveOrRetrieveMsg(i) table, i = 1, 2, . . . , 7. In addition,
agg metadata.saved is set to 1 to indicate that this IoT packet
has been stored in the buffer pool. With this flag set, later on
the IoT packet will be discarded without being forwarded. Note
that when the packet passes through all other saveOrRetrieveMsg(i) tables whose index i is different from the value of its
agg metadata.cnt, no operation will be performed upon it. When
the agg metadata.cnt value is 0 (i.e., it overflows to restart from
0), it means that the current packet is the N’th packet for the
N-packet aggregation process. In this case, when the packet
passes through the 7 saveOrRetrieveMsg(i) tables sequentially,
the payload stored in pool[i] will be retrieved and put into the
msg(i) of the N-packet (see Figure 2 (c)) when the packet passes
the i’th saveOrRetrieveMsg tables. Finally, the N’th packet
is moved to the msg8 of the N-packet to form a complete Npacket for N = 8. Then, the formed N-packet is sent to the
routing process to route it to the next hop. Figure 4 depicts the
flow chart of this overall design. To save space, some details are
omitted in Figure 4. However, the P4-based design and implementation of our aggregation method can still be understood.

7. Packet Disaggregation Algorithm
To disaggregate an N-packet into N IoT packets, we propose two innovative methods. The first one uses the resubmit
and clone mechanism in the switch while the second one uses
the multicast mechanism of the switch. These mechanisms are
different and provide different performances. In contrast to our
packet aggregation method, which can be totally performed in
the ingress pipeline, our packet disaggregation methods need
both the ingress pipeline and the egress pipeline to work together to perform different actions on the N-packet.
Note that after a packet leaves the ingress pipeline, it will
enter the TM (Figure 4 (5)) for queuing. The TM has a buffer
space where packets can be stored waiting for their turns for
transmission on the specified output ports. If a packet is a multicast packet whose multiple instances need to be sent to different output ports for forwarding, the TM is the place where these
instances are generated.
7.1. Resubmit and Clone-Based Method
In this method, to disaggregate an N-packet into N IoT
packets, at the end of the ingress pipeline we resubmit the Npacket back to the parser for N times, and each time we clone
the N-packet and send the cloned N-packet to the egress pipeline
to extract a different IoT packet from it. Then, the extracted IoT
packet is sent to the specified output port for forwarding. With
this design, our method sequentially extracts the IoT packet
stored in the msg(i) of the N-packet, i = 1, 2, . . . , 8, and forms
it as a complete packet for independent forwarding. Figure 5
shows the flow chart of this method. We note that on the used P4
switch, the clone operation can only be used once for a packet
being processed in the ingress pipeline. We cannot simply execute the clone operation N times while the packet is in the
ingress pipeline. This is the reason why we have to resubmit
the packet back to the parser for N times and in each time only
one cloned copy of the packet is made.
Like in our packet aggregation method, we use a “cnt” metadata field to record how many times an N-packet has been resubmitted to the parser and it is represented as the “C” variable
in Figure 5. For each N-packet entering the ingress pipeline,
the initial value for this “cnt” field is 0 and its value will be
incremented by 1 before it is resubmitted. When a packet is
resubmitted to the parser, the current “cnt” metadata value can
be carried to the parser for continuous uses. After the clone
operation, if the value of this field has reaches N − 1, it means
5

go through these tables and instead will be forwarded out based
on the normal routing process.
The following shows the moveSpecificMsgToMsg1 table
designs, including the match field and the possible actions that
can be applied to a passing N-packet.
table moveSpecificMsgToMsg1 {
reads {
disagg_metadata.cnt: exact;
}
actions {
no_op;
_drop;
move_msg2;
move_msg3;
move_msg4;
move_msg5;
move_msg6;
move_msg7;
move_msg8;
}
size: 12;
}

In this table, we use the “cnt” field in the disagg metadata
metadata as a match field to decide which msg inside the agg
header (Figure 2 (c)) of the N-packet should be moved to agg.msg1 (Figure 5 (11)). The value of disagg metadata.cnt ranges
from 0 to 7 and is passed here from the “C” value in the ingress
pipeline when the clone operation occurs. The purpose is to
move msg(C +1) to msg1 (i.e., to overwrite msg1 with msg(C +
1)) so that the to-be-extracted IoT packet is always stored in
the beginning of the agg header. This will facilitate the actions
performed in the formIoTMsg table.
When the C value is 0, we should execute the action “no op,”
which stands for “No Operation” and does nothing to the packet
because now we want to extract msg1 and msg1 is already at the
beginning of the agg header. For C = 1, 2, . . . , 7, we should execute the action “move msg(C + 1)” to move the msg(C + 1) to
the location of the first msg in the agg header (i.e., agg.msg1).
For example, when C is 1, the action move msg2() defined as
below should be executed, which moves msg2 to msg1 in the
agg header.
action move_msg2() {
modify_field(agg.msg1, agg.msg2);
}

Figure 5: Resubmit and clone-based packet disaggregation process (N = 8)

To achieve the above design goals, we need to pre-install
several flow rules into this table. Because the flow entry of this
table has the format of (match field value, associated action),
the rules that we should pre-install to this table are as follows:
(0, no op), (1, move msg2), (2, move msg3), (3, move msg4),
. . . , (7, move msg8).
The other table used in the disaggregation process is formIoTMsg and is declared as

that this packet has been cloned for N times and thus the packet
should be dropped. Because N is 8 in our example, the “cnt”
field will be incremented only up to 7.
The cloned N-packet will enter the TM and then the egress
pipeline. In the egress pipeline, the packet is first checked if it’s
a cloned packet (Figure 5 (10)).
A P4 switch uses the “standard metadata.intance type” field
to indicate whether a packet is a cloned copy. If its value is not
zero for a packet, then the packet is a cloned copy. Our method
uses this test to perform different actions on the packets passing
through the egress pipeline. Only cloned N-packets need to go
through the moveSpecificMsgToMsg1 and the formIoTMsg tables for further processing. As for non-N-packets, they will not

table formIoTMsg {
actions {
extract_msg_and_update_header;
}
size: 1;
}

6

Because we want all passing N-packets to receive the same
processing in this table, this table has no matching field and we
only need to pre-install one rule here. The action associated
with this rule is the extract msg and update header action defined by us. In this action, the msg header is first added to the Npacket being processed. Then, the msg1 in the agg header (i.e.,
the IoT packet extracted from the moveSpecificMsgToMsg1 table) is copied to the msg field of the added msg header. Finally,
the agg header (see Figure 2) of the N-packet is removed.
With the above operations, now the cloned N-packet has
been transformed to a complete IoT packet. Now the length
in the UDP header of this packet is set to 30, which is 8 (UDP
header) + 6 (flag header) + 16 (IoT packet payload). The length
in the IP header of the IoT packet is set to 50, which is 30 + 20
(IP header). After these fields are updated, the checksum field
of the UDP header is recalculated. Finally, the type of the flag
header of this packet is modified to indicate that this packet is
an IoT packet (Figure 5 (13)) and the disaggregation process
is finished here. This complete IoT packet then is sent to the
routing process for normal routing.

We achieve this design goal by using the intrinsic metadata.egress rid metadata. This metadata is automatically set in the
TM to help identify each copy of the multicast packet. In our
example because 8 multicast copies of the N-packet are generated, the intrinsic metadata.egress rid carried in these copies
will range from 0 to 7. Like what is performed in our first disaggregation method, in the moveSpecificMsgToMsg1 table, we
execute the no op action when intrinsic metadata.egress rid is
0. Let C be intrinsic metadata.egress rid. For C = 1, 2, 3, 4, 5, 6
and 7, we execute the move msg(C+1) action to move the specified msg(C + 1) from its original place to the beginning of the
agg header (msg1). Then, as performed in the first method,
these packets will enter the formIoTMsg table and the msg1 in
their agg headers will be extracted to form complete and different IoT packets. Because the control flow of the multicastbased method is similar to that of the resubmit and clone-based
method, to save space, we do not depict its flow chart here.
8. Performance Evaluation of Packet Aggregation
We have implemented the packet aggregation algorithm and
the two packet disaggregation algorithms in an EdgeCore P4
switch that uses the Barefoot wedge 100BF-65X Tofino chip
[23] as its switching ASIC. At present, this switch is still an engineering sample and its model is not in mass production yet.
This Tofino chip provides 6.5 Tbps front panel bandwidth divided into 64 100-Gbps QSFP28 ports. We used Spirent Inc’s
SPT-N4U-110 TestCenter [24] to generate up to 100 Gbps load
composed of small IoT packets and pumped them into an EdgeCore P4 switch through the 100-Gbps FX3-100GQ-T2 line card.
Figure 6 shows the connection configuration between TestCenter (the white box at the bottom) and the EdgeCore P4 switch
(the black box installed above TestCenter). The IoT messages
generated from TestCener were sent to port 34/0 of the P4 switch
through the Tx port (port 1) of the line card. The received IoT
messages were aggregated into N-packets and then sent from
port 64/0 of the switch to the Rx port (port 5) of the line card.
TestCenter then collected and stored the measurement results in
various statistics counters for analysis.
The packet counters of TestCenter were used to investigate the maximum aggregation throughput without incurring
any packet loss in the P4 switch. With the packet count information, we used a binary search benchmarking method to find
the maximum load such that no IoT packet or N-packet was lost
inside the P4 switch due to packet aggregation. Figure 7 shows
the GUI of TestCenter. As can be seen, we set the level of the
generated load to 100% of the port bandwidth, which is 100
Gbps, and set the duration of each experiment to 30 seconds. In
the bottom-right window, one can see that TestCenter provides
various Tx and Rx counters for each port. With these precise
information, when there was a packet dropped inside the used
P4 switch during the aggregation or disaggregation process, we
could easily detect such an event.
The input parameters of our experiments are the number N
of aggregated IoT packets and the payload size S of an IoT
packet, where N = 1, 2, 4, and 8, and S = 22, 26, 34, 42, and
46 bytes, respectively. Our packet aggregation method uses the

7.2. Multicast-Based Method
In this method, in the ingress pipeline an N-packet will pass
through a table named setMulticast, whose only action is defined as below:
action setGrp() {
modify_field(intrinsic_metadata.mcast_grp, 10);
}

This action sets the multicast group to 10 for the packets.
Note that the intrinsic metadata is a special metadata provided
by the P4 switch. It contains the necessary metadata for the
users to enable some functions of the P4 switch. In our case,
the intrinsic metadata.mcast grp needs to be set to let the switch
know that the packet should be multicast through a certain multicast group.
After being processed by the setMulticast table, the packet
leaves the ingress pipeline and enters the TM. In the TM, the
multicast group number (i.e., intrinsic metadata.mcast grp) is
checked and the packet is multicast to multiple ports according to the multicast group settings associated with this number. Normally, for the multicast application, a packet will be
multicast to different output ports. However, in our packet disaggregation design, we configure the multicast group so that
all multicast copies of the N-packet go to the same output port
where they should be forwarded out. Note that this multicast
group configuration needs to be done before the packet disaggregation process begins.
With these settings, when an N-packet passes through the
TM, the P4 switch will generate 8 copies of it (in our example,
N = 8) and send them to the same output port. When these
packets enter the egress pipeline, they will be modified to be
the 8 different IoT packets that we want to extract from the Npacket. Like what is performed in the resubmit and clone-based
disaggregation method, we need to identify each multicast copy
of the N-packet and decide which msg(i), i = 1, 2, . . . , 8 should
be extracted from its agg header.
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when the used total buffer space can be accommodated by the
Tofino chip, our aggregation P4 code can be compiled and it
performs at the 100 Gbps line rate of the P4 switch.
As for the time required to aggregate N IoT packets, it was
so tiny that TestCenter could not measure it precisely. As shown
in this table, because the aggregation was performed at the 100
Gbps line rate, the time required to aggregate N IoT packets
each with an S -byte payload can be calculated as about N×S ×8
(bits) / 100 Gbps. Based on this formula, when N = 8 and
S = 22, the required time is only 14 nanoseconds, which is
very tiny.
Table 1: Maximum Throughput of Packet Aggregation
N
1
2
4
8
22 bytes
100 Gbps
100 Gbps 100 Gbps
100 Gbps
26 bytes
100 Gbps
100 Gbps 100 Gbps
34 bytes
100 Gbps
100 Gbps 100 Gbps
42 bytes
100 Gbps
95 Gbps
46 bytes
100 Gbps
98 Gbps
S

Figure 6: The equipment setup for the performance evaluation experiments

9. Performance Evaluation of Packet Disaggregation
We measured the maximum throughputs that could be achieved by our two packet disaggregation methods without incurring any packet loss inside the P4 switch. The physical setup
for this experiment was the same as that used in the previous
section. The only difference was that in this experiment Npackets rather than IoT packets were generated and pumped
into the EdgeCore P4 switch. The same binary benchmarking
method was used to measure the maximum packet disaggregation throughput without incurring any loss of N-packets or IoT
packets.
Before showing the maximum packet disaggregation throughputs of our two methods, we note that due to the expansion of
the number of bytes after the packet disaggregation process is
performed, it is impossible that the maximum packet disaggregation throughput reaches the 100 Gbps line rate, as achieved
by our packet aggregation method. For example, when N = 8
and S = 22, an N-packet has a size of 200 bytes (i.e., 7 for
preamble + 1 for start frame delimiter + 14 for Ethernet header
+ 20 for IP header + 8 for UDP header + 6 for flag header +
8 IoT packet × 16 for each IoT packet payload + 4 for CRC).
However, after the disaggregation process is performed, the total number of bytes of the disaggregated 8 IoT packets increases
to 704 bytes (i.e., 8 IoT packet × (each IoT packet having 7 for
preamble + 1 for start frame delimiter + 14 for Ethernet header
+ 20 for IP header + 8 for UDP header + 6 for flag header + 16
for IoT packet payload + 4 for CRC)). The expansion ratio of
704/200 is 3.52. Because the maximum packet disaggregation
throughput at any output port of the used P4 switch cannot exceed the 100 Gbps line rate, this means that the maximum rate
of N-packets that enter into an input port of the used P4 switch
cannot exceed 100/3.52 = 28.41 Gbps. Otherwise, after the expansion caused by the packet disaggregation process, the output
port must have to drop some disaggregated IoT packets due to

Figure 7: The GUI of TestCenter

buffer space (i.e., a register array) in the Tofino chip to temporarily store N IoT packets. Because the buffer space is limited
in this chip, if both N and S are large, the Tofino P4 compiler
cannot successfully generate the P4 binary code to configure
the chip due to its buffer space constraints. Table 1 shows the
maximum throughputs of our packet aggregation method for
various combinations of N and S without incurring any packet
loss. In the table, if no number is shown for a specific combination of parameters, it means that the P4 compiler could not
successfully compile the P4 code for that combination.
The table indicates that except for two cases, the maximum
aggregation throughputs of our aggregation method can achieve
100 Gbps; i.e., the line rate of the P4 switch. The two exception
cases occur when N = 2 and S = 42 and 46, respectively. Under these conditions, the maximum throughputs drop a bit to 95
Gbps and 98 Gbps, respectively. Such throughput degradation
is due to the internal designs of the Tofino chip and we do not
know the detailed reasons. When S is less than 26 bytes, packet
aggregation can be performed at the line rate for all values of
N considered in the experiments. When S is between 26 and
34 bytes, the P4 compiler cannot compile our P4 code for N
larger than or equal to 8. When S is between 42 and 46 bytes,
the maximum aggregation throughput drops for N = 2 and the
P4 compiler cannot compile for N larger than 2. To conclude,
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technical documents of the Tofino chip, a packet resubmitted
to the parser will be placed in an internal buffer waiting for the
chip to process it and its processing priority is lower than that
given to a new incoming packet. It is this design that caused
packet losses in the output IoT packet stream when the generated N-packet load exceeded the measured maximum disaggregation throughputs.
Table 4 shows the maximum throughputs of the multicastbased packet disaggregation method and the ratios of these values to the maximum theoretic throughputs shown in Table 2.
One sees that, like the resubmit and clone-based packet disaggregation method, the maximum throughputs of the multicastbased packet disaggregation method under different parameter
settings cannot achieve the 100 Gbps line rate, which our packet
aggregation method can achieve under most cases. Instead, the
maximum throughputs also decrease as N increases.
In the multicast-based method, although an N-packet is not
resubmitted to the parser for N times, it needs to be replicated
for N times and then each of its multicast copies needs to be
sent to the egress pipeline for processing. We think that the
bandwidth of the internal I/O bus used to deliver packets from
the multicast replication engine in the TM to the egress pipeline
may be the performance bottleneck that caused this phenomenon.
One can see that when N = 2, 4, and 8, the maximum throughput of the multicast-based method roughly reveals the 120/N
Gbps trend.

Table 2: Maximum Theoretic Throughput Achievable by Any Packet Disaggregation Method
N
S
1
2
4
8
22 bytes
100 Gbps
59 Gbps
38 Gbps 28 Gbps
26 bytes
100 Gbps
61 Gbps
41 Gbps 32 Gbps
34 bytes
100 Gbps
64 Gbps
46 Gbps 37 Gbps
42 bytes
100 Gbps
67 Gbps
50 Gbps 42 Gbps
46 bytes
100 Gbps
68 Gbps
51 Gbps

Table 3: Maximum Throughput of Resubmit and Clone-Based Packet Disaggregation
N
S
1
2
4
8
100 Gbps
32 Gbps
21 Gbps 11 Gbps
22 bytes
(100%)
(54%)
(55%)
(39%)
100 Gbps
35 Gbps
21 Gbps 12 Gbps
26 bytes
(100%)
(57%)
(51%)
(38%)
100 Gbps
37 Gbps
23 Gbps 12 Gbps
34 bytes
(100%)
(58%)
(50%)
(32%)
100 Gbps
38 Gbps
22 Gbps 11 Gbps
42 bytes
(100%)
(57%)
(44%)
(26%)
100 Gbps
37 Gbps
22 Gbps
46 bytes
(100%)
(54%)
(43%)

its insufficient port bandwidth to forward all of them onto the
output link.
Table 2 shows the maximum theoretic throughputs that can
be achieved by any packet disaggregation method when the line
rate of the switch is 100 Gbps. These numbers are calculated
based on the expansion ratios under different combinations of
N and S . This table will be compared with Table 3 and Table 4
shown below to see how closely the maximum throughputs of
our two packet disaggregation methods can approach the maximum theoretic throughputs.
Table 3 shows the maximum throughputs of the resubmit
and clone-based packet disaggregation method and the ratios of
these values to the maximum theoretic throughputs shown in
Table 2. In this table one sees that, in contrast to the 100 Gbps
line-rate throughputs of the packet aggregation method shown
in Table 1, the maximum throughputs of the resubmit and clonebased packet disaggregation method under different parameter
settings cannot reach the 100 Gbps line rate when N is greater
than 1. The maximum achievable disaggregation throughput
decreases when N increases and is roughly about 100/N Gbps
when N increases. As for the S parameter, it does not affect
the throughput much under the same value of N. Because the
resubmit and clone-based method resubmits an N-packet back
to the parser for N times, we think that the bandwidth of the internal I/O bus used for the resubmit operation in the Tofino chip
may cause this performance bottleneck and the 100/N Gbps
phenomenon.
When the rate of the generated N-packet stream exceeded
the throughputs reported in this table, we observed that some
N-packets began to be lost inside the P4 switch and none of
their composing IoT packets appeared in the output IoT packet
stream. We also observed that for some N-packets, some of
their composing IoT packets showed up but some of them did
not show up in the output IoT packet stream. According to the

Table 4: Maximum Throughput of Multicast-Based Packet Disaggregation
N
S
1
2
4
8
100 Gbps
59 Gbps
33 Gbps
14 Gbps
22 bytes
(100%)
(100%)
(87%)
(36%)
100 Gbps
60 Gbps
33 Gbps
15 Gbps
26 bytes
(100%)
(98%)
(80%)
(47%)
100 Gbps
64 Gbps
33 Gbps
12 Gbps
34 bytes
(100%)
(100%)
(72%)
(32%)
100 Gbps
66 Gbps
31 Gbps
14 Gbps
42 bytes
(100%)
(99%)
(62%)
(33%)
100 Gbps
66 Gbps
31 Gbps
46 bytes
(100%)
(97%)
(61%)

Comparing the two packet disaggregation methods, one sees
that the multicast-based method provides higher disaggregation
throughputs than the resubmit and clone-based method. Currently, the maximum throughputs achieved by both methods
under different settings of N and S are already constrained by
the internal I/O bus bandwidth in the Tofino chip. From the
ratios shown in Table 3 and Table 4, one sees that the two
proposed disaggregation methods cannot achieve the maximum
theoretic throughputs. We are designing yet another disaggregation method to bypass these hardware constraints to provide
higher disaggregation throughputs.
10. Performance Evaluation of the Integrated System
In the previous experiments, we measured the maximum
throughputs of either the aggregation method or the two disaggregation methods. Here, we measure and report the maximum
9

achievable throughput of a system that integrates both an aggregation method and a disaggregation method. The usage environment for this integrated system is like that shown in Figure
1. In this experiment, a P4 switch1 was configured to run the
aggregation method while a P4 switch2 was configured to run
either the resubmit and clone-based disaggregation method or
the multicast-based disaggregation method. The physical connection is a ring as: TestCenter – P4 switch1 – P4 switch2 –
TestCenter. A stream of IoT packets were generated by TestCenter and pumped into the P4 switch1, which aggregated them
into a stream of N-packets. The P4 switch2 then received these
N-packets and disaggregated them back into a stream of IoT
packets, which then were received by TestCenter. We measured
the maximum throughput of the integrated system at which no
generated IoT packet was lost during the packet aggregation
and disaggregation processes.
Table 5 shows the maximum throughputs of the integrated
system when the resubmit and clone-based disaggregation method was used. Comparing this table with Table 3, one sees that
these throughputs are higher than the maximum throughputs
when the resubmit and clone-based disaggregation method was
performed alone. This is because the IoT packets generated
by TestCenter were first processed by the aggregation method,
which reduced the load of these IoT packets by aggregating
them into N-packets. The reduced load of N-packets imposed
less pressure on the P4 switch2, and thus the integrated system
can take a load of IoT packets higher than the maximum load
that a disaggregation method alone can take. In the integrated
system, the performance bottleneck is still at the disaggregation
process.

Table 6: Maximum Throughput of the Integrated System (Multicast-Based Disaggregation)
N
S
1
2
4
8
22 bytes
100 Gbps
100 Gbps 86 Gbps
51 Gbps
26 bytes
100 Gbps
100 Gbps 80 Gbps
34 bytes
100 Gbps
100 Gbps 73 Gbps
42 bytes
100 Gbps
95 Gbps
46 bytes
100 Gbps
98 Gbps

When packets pass through a switch, it is feasible to aggregate them by the switch CPU. The switching ASIC can transmit the packets through an I/O bus (e.g., the PCIe bus) used
on the mother board of the switch to the switch CPU and let
the switch CPU aggregate the packets. However, to save costs,
most switch vendors use only a few lanes of the I/O bus to connect the switching ASIC with the switch CPU and at the same
time use a lower-performance CPU as the switch CPU to process rare control-plane packets. These performance bottlenecks
greatly limit the maximum packet aggregation throughput that
a switch CPU can achieve. For example, according to the technical documents of the two data center-grade switches [25, 26],
the switch vendors only use two lanes of the PCI-E 1.0 bus
to connect the switching ASIC with the switch CPU, which
together only provide 8 Gbps [27] raw data transfer throughput (note that this is a theoretic maximum throughput without
considering the high bus I/O transaction overhead) between the
switching ASIC and the switch CPU. It is clear that the maximum aggregation throughput of such a switch CPU-based approach is far below the 100 Gbps aggregation throughput that
our P4-based method already achieves.
Another way to aggregate packets is to direct packets from
a network switch to a server, let the server CPU aggregate the
packets, and then redirect the aggregated packets back into the
network switch to continue their journey in the network. In
this scheme, the performance bottlenecks are caused by the
interrupt-based packet processing overhead with the network
interface cards (NIC) and the packet data-copy overhead with
the buffer system of the operating system used by the server.
Because the sizes of to-be-aggregated IoT packets are very small,
when a high packet rate of such IoT packets are sent to the NIC
of a server, the high frequency of interrupts raised by the NIC
to notify the server CPU of the arrival events of these packets will cause the “receive livelock” problem [28]. When such
a problem happens, most of the CPU cycles are spent on the
overhead of the interrupt service routine associated with the interrupt rather than on the useful work that should be done in
each interrupt. Actually, not just on the receiving server, the
same problem can occur on the sending server as well. In the
following, we present the maximum sending throughput that we
measured on a high-performance server when it continuously
sent a stream of small IoT packets to a receiving server.
The sending server and the receiving server each uses a 4core Intel(R) Core(TM) i7-4770 CPU that operates at 3.4 GHz
and each is equipped with 20 GB RAM. Both of them run the
latest Ubuntu Linux operating system. On the sending server
we run a packet generator program that uses multiple threads

Table 5: Maximum Throughput of the Integrated System (Resubmit and CloneBased Disaggregation)
N
S
1
2
4
8
22 bytes
100 Gbps
57 Gbps
56 Gbps 43 Gbps
26 bytes
100 Gbps
59 Gbps
58 Gbps
34 bytes
100 Gbps
58 Gbps
50 Gbps
42 bytes
100 Gbps
52 Gbps
46 bytes
100 Gbps
54 Gbps

Table 6 shows the maximum throughputs of the integrated
system when the multicast-based disaggregation method was
used. When N = 2, the bottleneck was at the aggregation process as the aggregation process was able to reduce the load of
the generated N-packets down to the level that the disaggregation process can handle. As for N = 4 or N = 8, because the
maximum throughputs of the disaggregation process decreases
greatly as N increases, the throughputs of the integrated system
were still limited by the disaggregation process.
11. Performance Comparison with Other Schemes
Here we compare our aggregation method with other schemes. Currently, no network switches on the market perform packet
aggregation inside the switch and our method is the first design
and implementation that aggregates packets in the pipelines of
a P4-based hardware switch.
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to continuously send out small-sized IoT packets to the receiving sever, which is connected to the sending server by a 10
Gbps Ethernet cable. Each of the sending server and the receiving server is equipped with a 10 Gbps NIC. The size of each
generated small IoT packet is 64 bytes, including the 16-byte
data payload, 6-byte flag header, and other headers. (It is the
“IoT msg” shown in Figure 2.) For this setting, we measured
the maximum sending/receiving throughput without incurring
any packet loss on either the sending server or the receiving
server. According to our measuring results, the maximum sending/receiving throughput achievable on these servers is 5.04
Mpkt/sec. Because each generated IoT packet is 64-byte long,
this packet rate translates to 5.04 × 64 × 8 = 2.58 Gbps. Note
that this 2.58 Gbps throughput was achieved when the sending server only needed to send packets to the receiving server.
During the measurements, the sending server did not aggregate
these generated small packets before sending them to the receiving server. If the sending server did aggregation on these
packets, because some CPU cycles were spent on these aggregation operations, the packet aggregation throughput achievable on the sending server would be lower than the measured
2.58 Gbps, which is much smaller than the 100 Gbps throughput that our P4-based aggregate method can achieve.
Our previous work [15] investigated an SDN-based packet
aggregation and disaggregation approach. Since no SDN switches on the current market can perform packet aggregation or disaggregation, packets that passed through the used SDN switches
were directed to the SDN controller for aggregation or disaggregation. The server that ran the SDN controller used a 4-core
Intel(R) pc-i440fx-2.9 CPU that operated at 2 GHz and was
equipped with 4 GB RAM and a 10 Gbps NIC that connected
it to the used SDN switches. The SDN controller that ran on
this server was Ryu version 4.25. Two results are observed in
the experiments conducted in [15]. First, the maximum packet
aggregation goodput (which is smaller than the corresponding
throughput due to the header overhead) that could be achieved
by the SDN controller was very low. It was less than 1 Mbps.
Second, the server CPU-based aggregation and disaggregation
processing overheads are significantly higher than those of the
pipeline P4 architecture. We found that the goodput increases
as the aggregation factor N increases for the P4-based aggregation method. For example, the goodput for N = 8 is 190.54%
higher than that for N = 1 when the arrival rate is 14.8 Gbps.
On the other hand, for the CPU-based aggregation method, the
goodput decreases as the aggregation factor N increases; e.g.,
the goodput for N = 8 is 31.76% lower than that for N = 1
when the arrival rate is 3.6 Mbps. More detailed experimental
results and analyses are available in [15].

disaggregation is an old idea, most existing works do not focus on the design and implementation to achieve high throughputs. In contrast, by programming the data-plane pipelines of
a hardware P4 switch, our work is the first work that designs
and implements these mechanisms purely in the pipelines of a
switching ASIC. Currently, our packet aggregation throughput
achieves the 100 Gbps line rate of the used P4 switch, which
is the highest packet aggregation throughput reported so far. In
addition to being supported by high-speed data center switches,
nowadays P4 is already supported in low-cost smart NICs and
free software switches, which can be easily integrated into the
edge switch/router/gateway in mobile edge computing. As a
result, our methods can be readily and widely used by these
lower-cost end devices to aggregate and disaggregate small IoT
packets.
The designs and implementations of our methods presented
in this paper are just proof-of-concept demonstrations showing
how packet aggregation and disaggregation can be performed in
the pipelines of a P4 switch. Currently, the maximum throughputs of our two packet disaggregation methods are constrained
by the bandwidth of some internal I/O buses in the used P4 chip
and thus cannot achieve the maximum theoretic disaggregation
throughputs that can be achieved on this used P4 switch. In addition, our methods still need to be extended to handle the cases
where the sizes of IoT packets may be different and should use
timers to avoid long delays that may occur when waiting to collect enough packets to start the aggregation process.
One issue that needs to be studied in the future is the effects
that packet aggregation may impose on packets. When there
are several network nodes between the source and target P4
switches, it is clear that with packet aggregation, the throughput
of the end-to-end traffic can be improved. As for other end-toend effects such as delay, error rate and re-transmission that
may be affected by packet aggregation in the network, we leave
them as future work.
In [15] we have provided a primary mathematical model to
investigate the queueing effect of packet aggregation. In the future, we plan to modify the mathematical model with Tofino
chip parameters to investigate the queueing effect of the aggregation/disaggregation approaches proposed in this paper.
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